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AHHOTanus

OO0parienust K 60/bIIUM 513bIKOBBIM MoiesisiM (LL.M) uepe3 API joporu v MezijieHHBI, a YaCTh
3aIpOCOB TIOBTOPSIETCS TI0 CMBIC/TY; CEMAaHTUUYEeCKWM K311 BO3BpaIllaeT FOTOBBIM OTBET Ha O/TM3KUM
3ampoC, CHWXKas CTOMMOCTh M 3aJiepXKKy. KiroueBod BBIOOD — 3MOeNIMHT-MO/Ie/Ib U TOpPOT
CXO[ICTBAa — YMpaB/isieT CKPBITbIM KOMIPOMHCCOM MeXJYy [0Jied MOMNaJlaHui U [0JeM JIOKHBIX
roraZiaHuid (K311 BepHY/ OTBET Ha Jpyrou 3arpoc). B pabore Ha myOmmuHoM Habope Quora
Question Pairs (40 430 map) cpaBHMBaIOTCSI TpU KomrakTHbie Mofenu (all-MiniLM-L6-v2, e5-
small-v2, bge-small-en-v1.5) u gBa nekcuyeckux Oa3uca (TouHoe coBmagenue, TF-IDF) mo
coBMecTHBIM ocsiM: ROC/AUC, mosnst momnafiaHuil MpU 3a/laHHOM OrofKeTe JIOKHBIX TOTaJaHuH,
JIaTeHTHOCTH U TponyckHast criocodHocTs Ha CPU u GPU, a Takke OrleHKa JeHeXXHOW SKOHOMUH.
CemanTtnueckue mogenu (AUC 0,86-0,88) 3ametHo mnpeBocxozaar yekcuueckue (TF-IDF 0,73;
TOYHOE COBMazieHre joBUT MeHee 0,5 % cmbICciOBBIX AyOseii). Mogenb bge-small gaér myuriee
KauecTBo, HO ycTyrnaeT MiniLM no ckopoctu Ha CPU; mpu cTporom OrfpKeTe JIOXKHBIX TOTaJaHui
(1 %) B momapHOW OLIeHKe OT[e/sieTCs JIMIIb OKOJO OJHOW IecTod MnoBTOPOB. CTOMMOCTH
sMOeIMHra TIPeHeOPEe)KUMO Majla OTHOCHTEbHO SKOHOMHUU Ha Bbi3oBax LLM. OtzaensHO

Bub6mmorpaduueckoe onucanue: Kosbinikud B.B. CpaBHeHue sMbeJMHr-MO/ie/Ielt [/l CEMaHTHUECKOTO K3IIMPOBAHUS 3alIPOCOB
K OospIM s13bIKOBBIM MogesisiM // Universum: TeXHWYeCKWe HAayKW @ 3/IeKTPOH. HayuH. >kypH. 2026. 9(150). URL: https:/
Zuniversum.com/ru/tech/archive/item/23398

47


https://7universum.com/ru/tech/archive/item/23398
https://7universum.com/ru/tech/archive/item/23398

Ne 9 (150) UNIVERSUM: cenmsGpb, 2026 2.

TEXHUYECKUE HAYKU

T0Ka3aHo, UTO OTlepalMOHHast [0S JIOKHBIX TIOTMaJJaHui PacTET ¢ pa3MepoM K3Ila M TPEeBbIIIaeT
TMIONIApHYI0 OLleHKy. Pe3ynbTaThl /aloT WMH)KeHepy OCHOBY [yjisi BblOOpa MoJend M Topora Iof,
1e/1eBOU MPOGUIIb.

Abstract

Calls to large language models (LLMs) via API are costly and slow, while a share of requests
repeats in meaning; a semantic cache returns a stored answer for a similar request, cutting cost and
latency. The key choice — the embedding model and the similarity threshold — governs a hidden
trade-off between the hit rate and the false-hit rate (a cached answer served for a different request).
Using the public Quora Question Pairs set (40,430 pairs), we compare three compact models (all-
MiniLM-L6-v2, e5-small-v2, bge-small-en-v1.5) and two lexical baselines (exact match, TF-IDF)
along joint axes: ROC/AUG, hit rate at a fixed false-hit budget, latency and throughput on CPU and
GPU, and an estimate of monetary savings. Semantic models (AUC 0.86-0.88) substantially
outperform lexical ones (TF-IDF 0.73; exact match catches under 0.5 % of semantic duplicates).
bge-small gives the best quality but trails MiniLM in CPU speed; at a strict false-hit budget (1 %)
only about one sixth of repeats is separated in the pairwise setting. Embedding cost is negligible
relative to the savings on LLM calls. We further show that the operational false-hit rate grows with
cache size and exceeds the pairwise estimate. The results give an engineer a basis for choosing a
model and threshold for a target profile.

KroueBbie c/10Ba: ceMaHTHYeCKOe K3IIMPOBaHKe, O0JIbILe S3bIKOBbIE MOZeJTH, SMOe I IMHT U
MpeJIOKeHU, KOCUHYCHOe cxoAcTBO, ROC-aHanmu3, J/0)KHbIe TMOMaJlaHus, ONTUMU3ALUS
CTOMMOCTH.

Keywords: semantic caching, large language models, sentence embeddings, cosine similarity,
ROC analysis, false hits, cost optimization.

BBegenue

OO6pariieHust K 60/bIINM SI36IKOBBIM MogiesisiM (LLM) uepe3 obnaunbie API ctanu TUIMOBBIM
KOMITOHEHTOM Be0-CHCTeM, HO KaXK/IbIi BBbI30B CTOMUT JleHeT W A00aBiisieT CceTeByrO 3a/iepKKy. Ha
MpAaKTUKe, YacTb T[0/b30BaTeIbCKUX 3alpOCOB TOBTOPSIETCS 1O CMBIC/Y, OT/IMYasCh JIMIIb
¢opmynpoBkoii. CeMaHTHMUeCKUM K5I [epexBaTbiBaeT TakOM TMOBTOP: OH KOAWPYeT 3ampoc
B BEKTOp, WIeT OmiKallmii cpefu paHee 0OC/Ty)KeHHBbIX U, eC/Id CXOZCTBO TpeBBIIaeT TOpOT,
BO3BpalljaeT rOTOBbLIM OTBeT, He obpainasck K Mogenu [1]. Takoli moaxos CHUKaeT U CTOUMOCTb,
1 3a/IepXKKY, U y>Ke peanu3oBaH B OTKpbIThIX cucTteMax (GPTCache [1], MeanCache [6]) u kak ofHa
W3 CTpaTeruui cokpailleHus pacxozoB Ha LLM [3].

CeMaHTHYeCKHI K5I JIePXKUTCA Ha [BYX YCTOSIBIUIMXCS KOMIOHeHTax. I1epBbili KOMIIOHEHT,
BEKTOpHble TipeAcTaBieHusi npeanoxkeHuid (ot  Sentence-BERT [10] [0  KOMIAKTHBIX
JMUCTWITMPOBAaHHBIX M KOHTPACTHO o0yueHHbIX Mogenedi MiniLM [13], E5 [12], BGE [14]),
KOAUPYeT CMBIC/T KOPDOTKOTO TeKCTa [ijisi CpaBHEHWs] KOCMHYCOM. BTopo#, npubmKEéHHbIM TOWCK
6mwkatimero cocena (FAISS [7], HNSW [8]), o6ecrnieuriBaeT MaciiTabupoBaHye. 3TH KOMITOHEHTbI
MBI He “300peTaeM, a IPUMeHsieM U CPaBHUBaeM.
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OfHaKo y K3Illa eCTh CKPBITasi IieHa omrOKK. [Ipy C/TMIIKOM HHM3KOM TIOpOre CXOACTBA K1
BepHET OTBET Ha JpPYyrod 3arpoc; Takoe JIOKHOe II0NaflaHde TUXO IIOJMEHSIeT CMBbICI.
CymiectByromye cuctembl [1; 6] dukcupyror smbeaguHr-mozens ge-GpakTo, a yHUBEPCA/TbHbIE
6enumapku 3mbeagepos (MTEB [9], STS [2]) matoT arperatHble METPUKU KauecTBa (B TOM UHCIe
Ha K/jaccu(UKaluM map), HO He U3MepsitoT OrepaliMOHHbIM MpoQuib K3Ia, TZe Ha OfHOW ocu
CXOJATCS /10JIs1 TIOTIa/IaHUH TTPU (PUKCUPOBAHHOM OOfI)KeTe JIOXKHBIX TI0TaJjaHrH, BBIOOP mopora 1o
ROC u croumocTts (latency Ha CPU/GPU u feHbru). HeaBHue paboThI 3aTparuBaroT 3Ty 3ajaqy —
nooOyueHre /IOMeHHbIX 3MOefZiepoB M aHcaMOnIMpoBaHue Mogened nyis kKama [4; 5], — HO
CHCTeMaTU4YeCKOrO BOCIIPOU3BOJUMOIO CPaBHEHHSI OTKPBITBIX 3MOe/ZiepoB TIOf CeMaHThUeCKH
K3I1I, TI0 5TUM COBMECTHBIM OCSIM, B pelLieH3MpyeMOil iuTepaType, HaCKOIbKO HaM M3BeCTHO, TOKa
He/J0CTaéT; BeH/|OPHble CpPaBHEHHUS BCTPEYAIOTCS, HO He PpereH3WPYITCS W He MyOJMKyIoT
BOCITPOM3BOAUMYIO METOZMKY.

MortuBauus 3Tol paboThl — TpakTUdeckKasi. PaboTast Haz production-KOHBeliepoM, KOTOPBIH
reHepupyeT BeO-KOHTEHT U3 BHEIIHUX MCTOUYHUKOB C TOMOIIbI0 06/maunbix LLM, mbl Habmoman,
YTO OfIHA 3a/jaya TIOPOJKAAeT TOpPsiiKa BOCBMUZAECATH 00pallleHuid K MO/|e/ii, ¥ 3aMeTHasi UX 4acTb
OKas3blBajach TIOYTH OJMHAKOBOM TIO CMBICAY, IO CyTU T[epedpasvpoBkamMu. [Ipu sToM
MPOBalIepCKUi prompt-K311 Ha TakoW HepaBHOMEPHOW Harpy3ke (akTHuecKd He cpabarbiBar,
a JeNyT/MKalldsl BBITIOJHS/IACh JIMIIL 110 TOYHOMY COBMAJeHMIO KJIHOua, a He Mo cMblicay. Tak
Y BO3HUK BOTIPOC, HACKOJIbKO CEMaHTHUEeCKOe COTIOCTaB/IeHHe 3alPOCOB CIIOCOOHO MepexBaTUTh 3TH
TIOBTOPBI U KaKOM LIeHOM.

Lless paboThl — BOCTIOMHUTE 3TOT 1pobes. st 3Toro Ha mybmuHoM Habope Quora Question
Pairs (QQP) [11] MbI cpaBHMBaeM TpH KOMITaKTHbIe IMOeIMHT-MO/Ie/TA U /IBa JIEKCUUYeCKHUX 0a3uca,
peitias 3a7auu: (1) OLIEHUTh KaueCcTBO pa3szienieHus AyonukartoB U He-ayommkartoB (ROC/AUC); (2)
W3MEpPUTh JIO/II0 TIOTaJjaHui TpU (PUKCUPOBAHHOM OIO/KeTe JIOKHBIX TIOTa/laHuk; (3) U3MEepUTh
JIATeHTHOCTh W TIPOMYCKHYH crocobHocTh KomupoBanus Ha CPU u GPU; (4) wusmeputb
JIaTeHTHOCTH TIOWCKA B 3aBUCMMOCTH OT pa3Mepa Ka11a; (5) OLeHUTh [eHe)XXHYI0 SKOHOMUI0. Bkiaz
paboThl — BOCTIPOM3BOAVIMAs MeTOAWKAa M KOJMUeCTBeHHbIe OPWEHTHDBI il BbIOOpPA MOJe/H
Y TI0pOora MoZ, 1je/1eBoM Npo¢usib Harpy3Ku.

Marepuasibl 1 MeTOABI

ITocranoBKa. [Tapa TekctoB 13 QQP umeeT MeTKy «AyOaHKaT» (BOIIPOCHI SKBUBAEHTHBI T10
CMBIC/TY) M/IH «He AyOimKaT». Mbl TpakTyeM MeTKy Kak 3TajloH paboThl K3LIa: MPMILEN 3anpoc (.,
B KOILIe JIOKUT (;; KIII KOAUpyeT 00a, CYUMTaeT KOCMHYCHOEe CXO[CTBO S W TIpU S > O Bo3ppamiaer
OTBET, CBA3aHHBIN C q, (monaganue). Torga npu nopore 0:

HCTHHHOe momajanue (true hit): s > 0 u mapa — paybmukar (K9UI KOPPEKTHO
Tepercrionb30Ba OTBeT);

noxHoe nonasanue (false hit): s > 0 u mapa — He gy6smMKar (K311 BepHY/ OTBET Ha JIpyrou
BOIIPOC);

npomax (miss): s < 0 (3anpoc yxogut B LLM).
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Hons momnazanuii (hit rate) paBHa [ojie BepHO MepexBaueHHbIX AyOsmukatoB (TPR), mons
NoxHbIX Tonazanuii (false-hit rate) — mosie ommbouHO TepexBaueHHBIX He-nyOsukatoB (FPR).
W3menenue 0 3amaét ROC-kpuByto; moiazb mnof Helt (AUC) xapakTepusyeT pasfiesisiiolilyto
CrIoCcoOHOCTb MOJIe/T He3aBUCHUMO OT BbIOOpa Iopora.

Jdannbie. Habop Quora Question Pairs (B coctae GLUE [11]); ucrnonb3oBaH pa3mMeueHHBIH
pazgen validation (40 430 map), u3 Hux 14 885 (36,8 %) nmomeueHs! Kak AyO/iuKaThl. MeTKU B3SIThI
KaK eCTb, 0e3 JI0IO/THUTE/IbHON OUKMCTKH.

CpaBHHBaemble Mojead. Tpy KOMIAaKTHbIE 3MOeJIUHT-MO/Ie/TH C OTKPBITBIMH BeCaMH, BCe
C pa3mepHOCThIO BekTopa 384: all-MiniLM-L6-v2 [13], e5-small-v2 [12] (c pekomeH/0BaHHBIM
npeuKcoM «query:»), bge-small-en-v1.5 [14]. [IBa nekcuuecknx 0asuca: TOYHOe COBIIafIEHHE
HOPMAa/IM30BaHHBIX CTPOK (HWKHUM PErucTp, yAajeHue MyHKTyauuu) U KocuHyc mo TF-IDF-
BeKTOpam, 00yueHHBIM Ha BCeX BOIpocax Habopa.

Metpuku u crenj. KauectBo — AUC u paboure Touku (mopor u hit rate mpu OromkeTte
NoXXHBIX Tonazanut 1 %, 5 %, 10 %). JlaTeHTHOCTh KOAUPOBaHUsI — MeJlhaHa Mo TPEM MOBTOPaM
nocsie riporpeBa, otaenbHo Ha CPU u GPU, Ha nozaBbibopke 3 000 3ampocoB; OTCrOfja MPOIyCKHast
crocobHOCTL (3ampocoB/c). AOCONMIOTHbIE TaWMHMHIM CHSIThI Ha OJHOM JI€CKTOIE W 3aBUCSAT OT
(oHOBOI Harpy3k, IMO3TOMY UMTAlOTCSl KaK WH/AWKATUBHbIE, YCTOMUMB 3/1eChb OTHOCUTEeTbHbBIN
MOPSIIOK, @ He TOYHOe 3HaueHHe. JIaTeHTHOCTh MOWCKa — MeJuaHHOe BpeMsi brute-force mowucka
Omkaiiiiero cpeau N paHee coxpaHEHHBIX 384-MepHBIX BeKTOpOB (3MbeaauHru bge) npu pocte N,
o 1 000 3arpocoB c rporpeBoM. Moziesb e5 1o peKoMeH/Ial[ii aBTOPOB KoAupyeT 06a TeKcTa maphbl
¢ TipeuKCcOM «query:» (CUMMeTpHUuHbIN pexkuM). OmepaljuoHHas MpoBepKa (Moje/nb bge): mopor
0 kanmubpyeTcst Ha oTaebHOM calibration-crtuTe (TonoBUHa ap) mog pairwise-FPR, moce uero Ha
He3aBUCHMOM test-CriyiuTe CTpPOUTCs store w3 N 3aruceil ¥ MpY MOKCKe OJipKaiiero coceza o
BceMy store mipu pocte N u3mMepsitorcs recall u onepaivonnsiii false-hit. SxkoHomMusi — Mozens Ha
OCHOBe [I0JId TIOBTOpsieMbIX 3arpocoB U recall ksma (cm. Pesynwratei). Crenz: Python 3.10,
PyTorch 2.11 (CUDA 12.8), sentence-transformers 3.3; CPU u GPU NVIDIA GeForce RTX 5070
Ti; ¢ukcrupoBaHHblii seed = 42; Kof, U KOHQUrypaluy TPUIOXKEHbl [Jisi BOCIPOU3BOAUMOCTH.
Onenknt AUC monyyeHbl Ha OfiHOM (DUKCUpOBaHHOM pa3buenuu (validation), 6e3 JoBepHUTeTBHBIX

VMHTepBaJIoB.
Pe3yabTaThbl U 00CY)XKAeHHE
KauecTBO pPa3ae1eHus
Ta6auya 1.
Pa3pensmomas criocodHocTh Mmojesiei Ha QQP (validation)
Mojgenn Pa3smepHocTB AUC
bge-small-en-v1.5 384 0,876
all-MiniLM-L6-v2 384 0,871
e5-small-v2 384 0,864
TF-IDF (6a3uc) — 0,733
TOUHOE COBMajeHue (6a3uc) — noBut 67 u3 14 885 nybneii
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Tpu cemanTuueckue Mmogenu Omm3ku o AUC (0,864-0,876) v 3aMeTHO TPEBOCXOZSAT
nekcuky; TF-IDF paét 0,733, a TOuHOe COBIajeHuWe CTPOK IepexBarbiBaeT Jivilib 67 u3 14 885
CMBIC/IOBBIX AyOsukatoB (MeHee 0,5 %). CMBIC/IOBbIE TIOBTOPBI TIOUTH HUKOT/IAa HE COBIA/AOT
JIOCJIOBHO, TIO3TOMY HAWBHBIM K3II [0 TOYHOMY COBIAJIEHMIO TIPAaKTUUECKH OecriosieseH,
a nekcuueckoe cxofctBo (TF-IDF) orcraér or cemantmueckoro npumepHo Ha 0,14 AUC. Ha
pucyHke 1 KpuBble 3M0OeZ/IepOB JieXXaT 3aMeTHO Bbille guaroHanu U Bbime TF-IDF, a bge-small
CTaOU/IbHO TTPOXOAUT BBIIIIE OCTA/IbHBIX.

ROC ambepnpnepos vs baseline Ha QQP (validation)

1.0
0.8

& 0.6 1

=

g

©

£ 0.4 1
0.21 —— all-MiniLM-L6-v2 (AUC=0.871)

e5-small-v2 (AUC=0.864)
—— bge-small-en-v1.5 (AUC=0.876)

004 ¥ —— TF-IDF (AUC=0.733)

0.0 0.2 0.4 0.6 0.8 1.0
False-hit rate (FPR)

PucyHok 1. ROC-kpueble 3mb6eddepos u 6azuca TF-IDF na Habope QQP (validation)

KoMmnpomucc «1onagaHus MPOTUB JIOKHbBIX MOMagaHU»

Tabnuya 2.
onsa nonaganuii npyu GUKCHPOBAHHOM OIO)KeTe JIOKHBIX MOIa JaHui
Mogens 0@1 % hit@1 % 0@5 % hit@5 % 0@10 % hit@10 %
bge-small-en-v1.5 0,970 0,176 0,930 0,408 0,902 0,564
all-MiniLM-L6-v2 0,965 0,137 0,915 0,359 0,871 0,539
e5-small-v2 0,987 0,153 0,971 0,367 0,959 0,522
TF-IDF 0,943 0,067 0,860 0,162 0,803 0,236

Benmuunbl B Tabsuile 2 momnapHbie, To ecThb false-hit u3amepen Ha ofHo# mape. ITopor 3xech
3a71aéT pabouyI0 TOUKY OCO3HAaHHO, a He «CTABUTCS TIOBbIIIe». [Ipy MOmapHOM OofiKeTe JIOXKHBIX
nionafianuii 1 % faxe nyurtiasi Mmofensb (bge) otenset b ~#18 % moBTOpoB, nipu 5 % — ~41 %,
1 Tosibko Tipu 10 % — cCBbIllle MOMOBUHBL. be3omacHOCTh K3Ila (Majso Uy>KUX OTBETOB) U €ro
T0/Ie3HOCTh TIPSIMO TIPOTMBOPEYAT JPYyT JAPYTY, MO3TOMYy pabouyl0 TOUKY BBIOMpArOT I0[, 3a/auy.
Mogenb bge nomuHMpyeT Ha Bcex OromKeTax W MO KAuyeCTBY TIPeATIOUTHTEbHA. AOCO/IIOTHBIE
MOpOru Mojiesiel HecorioctaBuMbl (y e5 paboure moporu =0,96-0,99, y MiniLM ~0,87-0,97),
M03TOMY TTOPOT Ka/IMOPYIOT 0/l KOHKPETHYIO MO/IeTb, @ He TIEPEHOCAT MeXKAy HUMHU.
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OnepanuonHas npoBepka: false-hit pacrér c pasmepom K3ma

[MorapHble BeIMUMHBI TaO/MUIBI 2 HEJOOLEHUBAIOT PUCK peasbHOro Kima. B HéM 3aripoc
CpaBHUBAeTCs CO BCeM MHOKeCTBOM M3 N 3aruicel, U JIO)KHOe TOTaJilaHie HaCTyIaeT, eciid Mopor
TIPEBBICUT XOTS Obl OIMH He-AyO/MKaT (MakCuMyM cxozicTBa o N), 103ToMYy oreparoHHbIH false-
hit mpu ToM >ke TIopore 06s13aH pacTy € pa3MepoM Kaiiia. MbI MpoBepsieM 3TO HaMpsIMyH0 Ha MOJe/n
bge. TTopor 0 kambpoBaH Ha oT/enbHOM calibration-criiute mop pairwise-FPR 5 % (6 = 0,929),
1I0C/Ie Yero Ha He3aBMCUMOM test-CruidTe u3MepeHsI recall v oreparyoHHsIi false-hit mpu mowmcke
OmKaiiiiiero 1o store pacTylero pa3mepa.

OnepauunoHHas nposepka: false-hit pacTéT c paamepoM Kawwa

0.5 A

0.4 -

0.3 1
—@— onepadl. false-hit (6 noa pairwise 5%)
= recall (nonsa noiMaHHbIX Aybnen)

- pairwise-FPR 5% (6a30Bblii 3KCNEpUMEHT)

Jons

0.2 A

0.1 A

ﬁl
[

0.0 A

104
Pa3mep kawa N (3anucen)

PucyHok 2. OnepayuoHhbiii false-hit u recall é 3aeéucumocmu om pazmepa K3wa (nopoz
Ka/aubposax nood pairwise-FPR 5 %)

Mexanusm TmiogTBepKAaeTcsi (pucyHok 2). Ilpu mnopore, patomeM 5 % Ha Tape,
oreparoHHkbIH false-hit pactéT ¢ 0,7 % mipu 2 000 3aruceti 10 9,6 % npu 40 000 — mouTy BABOE
BbIllIe HOMWHAJILHOTO OrofiKeTa, Torja Kak recall gep>xutcs Ha ypoBHe 0,46-0,50 (oH Jake BbIIiIe
TOTMapHOT0, TOTOMY UTO 3arpoC MOXKET COBMACTb C 000U 3ammchbio store, a He TOMBKO CO CBOei
napoii). Ha mpakTvike 3TO 3HAuWT, YTO TOMAapHbIe MOPOTH TabMMLbI 2 3a[al0T JIMIIb HWKHIOK
OLIEHKY OTepallMOHHOTO PUCKA; /iJisi OO/BILIOro K31lla MOPOT MPUXOAMUTCS YKeCTouaThb 1oj, 1ie/ieBoi
oreparoHHbIH false-hit, a kKambporars 10/ peanbHBINA pa3mep store.

CTOMMOCTB: JIATeHTHOCTh U MponyCKHasda CI0COOHOCTH

Tabauya 3.
JIaTeHTHOCTH KOJUPOBAHHUSA U MPOMYCKHas cnocobHocTh (mogBbIdopka 3 000)

Mopens CPU, mc/3anpoc CPU, 3anp./c GPU, mc/3anpoc GPU, 3amnp./c
all-MiniLM-L6-v2 0,74 1343 0,11 9363
bge-small-en-v1.5 1,35 744 0,14 7380
e5-small-v2 1,45 692 0,14 6990
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KauecTBo maércst He GecruiaTHo. bge-small Ha CPU mnoutu BaBoe meayienHee MiniLM (1,35
npotuB 0,74 mc), a MiniLM npu Heb6onbioli morepe AUC (0,871 nporus 0,876) maér
HaubOJIBIIYI0 TIPONyCKHYH0 criocobHocTs Ha CPU. Ilepenoc Ha GPU (RTX 5070 Ti) yckopsiet
KogupoBaHue rnpumepHo B 7-10 pa3 (MiniLM 0,74 - 0,11 mc, ceize 9 000 3ampocos/c)
Y TIPaKTUYeCKW CHUMaeT CTOMMOCTh SMOeZ/TMHTa KaK y3KOoe MeCTO TIPH BBICOKOW Harpy3ke. 3HauuT,
BbIOOp Mojenu 3aBUCHMT OT Orompkera >xene3a. Ha CPU-xoctuHre MiniLM  gaét syurimid
KOMITPOMUCC «KaueCTBO/CKOPOCThb», a Ha GPU paspeiB MeXay MOze/IsIMU 10 CKOPOCTU CXKUMAeTCs,
1 MO>KHO OpaTh Oosiee KauecTBeHHYIO bge.

JIaTeHTHOCTh MOMCKA U MacIITa0d K31a

CrouMocTh repebopa 3aBUCHUT OT pa3Mepa Kimia. Ha Masbix K3IIax OHAa OrpejensieTcs
TOCTOSIHHBIMU HaKJIaHBIMU pacxofamu (~7-12 Mkc go 1 000 3amuceii), 3aTeM pacTET C YUC/IOM
3aricet 10 *400 mkc npu 40 000 (pucyHok 3). PocT He cTporo mporiopiioHasieH N u3-3a
s¢dekror BLAS u vepapxuu maMsiTH, HO MPH OOJIBIIINX K3II1axX 1epe0op CTAaHOBUTCSI COTIOCTaBUM
CO CTOMMOCTBIO CAMOTO KOJJUPOBAHHUSI U MOTHUBHUDYeT Tepexo[, K npubmmxkénHomy unjgekcy (HNSW
[8], FAISS [7]). Ons Ka1i1eli 10 HECKOMBKUX THICSY 3arvceid Tiepe6op mpueMyiem.

Brute-force nonck 6amxariliero: 1aTeHTHOCTb VS pa3Mep KaLua

400 A

350 A

300 A

250 A

200 A

150 A

100 A

50 1

JlaTeHTHOCTb NoUCKa, MKc/3anpoc

O_

0 5000 10000 15000 20000 25000 30000 35000 40000
Pa3mep K3Lwa (Kon-BO 3anpocoB)

PucyHok 3. J/lamenmuocmb brute-force noucka 61udicatiuiezo ¢ 3agucumocmu om pasmepa K3uid

JKOHOMUA

OKOHOMHIO OLIEHUM TlapaMeTpUuecKod Mogesbio. IIyCTh [[0/s1 TIOBTOPSIEMBIX TI0 CMBICTY
3ampoCoOB paBHA I, a recall ksia — fons mepexBaueHHBIX TMOBTOPOB MPH BBIOpAaHHOM OromkeTe
NOXHBIX TTorafanui. Torma Ha 06bEM 3arpocoB N ka1 riepexBatbiBaeT N-r-recall Bbi3oBoB K LLM
— 3TO u3MepsieMasl Be/lMUWHA, He 3aBUCAMAs OT Tapuda Mopend. 3HaueHWe I 3aBHUCUT OT
MIDUJIOKEHUST; 711 OpheHTHpa BO3bMEM 1 ~ 31 %, cCOOOLEHHOe /s peasbHOro TpaduKa
B MeanCache [6], u mokaxem guaria3od 20-50 %. Mogesns bge nipu GromkeTe TOXKHBIX MTOMaJaHUNA
5 % (recall 0,408) pgaér:
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Ta6auya 4.
JloJis 3anpocoB, 00C/Ty)KeHHbIX U3 Ki1a (Mogenb bge, recall 0,408), Ha 1 My1H 3anpocoB
IToBTOpPSIEMOCTB ¥ IlepexBayeHo BLI30BOB o151 BCex 3anpocoB
20 % 81 540 8,2 %
31 % (MeanCache [6]) 126 387 12,6 %
50 % 203 850 20,4 %

B neHbrax skoHomus 3aBUCHT OT Tapuda. [Tpu my6munbix eHax API (OpenAl u Anthropic,
aBryct 2026 r.) u 3anpoce ~1000 BxogHbIx / 500 BbIXOJHBIX TOKEHOB TiepexBar 126 387 BbI30BOB Ha
1 mutH 3anpocoB (r = 31 %) 9KOHOMUT OprUeHTHPOBOUHO %57 $ Ha GPT-40-mini, #442 $ na Claude
Haiku 4.5, ~#948 $ nHa GPT-40 u ~1327 $ na Claude Sonnet 4.6; 5KOHOMHSI JIMHEHHA IO L[eHEe
3ampoca v 00bEMY.

CTOMMOCTb CaMoOro KOZAMPOBaHUsS TpeHeOpe)XMMO Majia OTHOCHTeNbHO Bbi3oBa LLM
(amb6enauur Ha CPU — [0/MM MWITMCEKYH/IbI JIOKAbHO, BbI30B LLM — IIeHThI T/IFOC CeTeBOM
KPYT), TIO3TOMY YHCTasi SKOHOMHMSI TIPAKTUYeCKH COBIMAaZaeT C BajioBou. Komn «moutu GecriiaTeH»
OTHOCHUTE/IbHO TOTO, YTO SKOHOMWT; OrpaHUuUuTe/ieM BbICTymaeT recall mpu [onycTHMOM YpOBHe
JIO’KHBIX TIOTIa/IJaHUM, a He CTOMMOCTb 3MOe/JUHT a.

3ak/IIoueHue

MpbI CpaBHWIM KOMITAKTHBIE 3MOeJAMHT-MOZE/NN /Jii CeMaHTHUeCKOTo KairupoBaHusi LLM-
3aIpOCOB TI0 COBME@CTHOMY TIPOGH/II0 KauecTBa, CTOMMOCTH M SKOHOMHMU Ha My6imyHOM Habope
QQP. CemaHTHUeCKHE MOJIe/I 3aMeTHO TIPEBOCXOAST JieKCuuecKre 06a3uchl, a cpeu HUX bge-small
JIaéT JTyulliee KaueCTBO Ha BCeX OMO/PKeTax JIOKHBIX TIOMajaHuk, ycTymnas MinihLM B ckopocTu Ha
CPU. I'naBHBIN TIpaKTUUECKUI BBIBOJ] KaCaeTCs TTIOpora CXo/[CTBa. DTO 0CO3HAHHBIN BLIOOp paboueii
TOYKM MeXKAy 0e30macHOCThI0 UM TIO/Me3HOCThI0 Ki3ma (mpu 1 % JIOKHBIX —TOMajaHui
TepexBaThIBAaeTCs JIMIIb ~1/6 TOBTOPOB), U Ka/JMOpPOBaTh €r0 HY>KHO TIOf, KOHKDETHYI0 MOjielb.
[Tocko/BKy CTOMMOCTb 3MOe[AWHra TpeHeOpeXXrMa OTHOCHUTE/NbHO JKOHOMHH, OCHOBHOM
WH)KeHEePHBIN pbluar — BbIOOP MO/Ie/ A ¥ 0pora 107, 1jeJieBOU Mpodusib, a He CKOPOCTh MO/IeJIH.

Orpanunyenusi. QQP — KoHTpo/nMpyeMbiii TIPOKCH; 3TO Tapbl BOMPOCOB-TIapadpa3oB, a He
peanbHbI  TpaduK 3arpocoB K LLM, mo3Tomy abCosoTHBIE TOPOTM W /O  TIOBTOPOB
B TpOJiakilieHe OyZyT MHBIMH; MeToAMKa (O0CH U crocob BbiOOpa pabouei TOUKH) IMEPEeHOCHUTCH,
KOHKpeTHble uuncsia TpeOyroT KaJMmOpOBKM Ha CBOMX AaHHBIX. OmepaumoHHbIM false-hit n3mepen
B TIPEATOJIOKEHWH, UTO HeraTWBHbIe TIPOObI He WMeKT HepasMeueHHOTo [JyOsiMkata B Store;
HeroHOTa pa3mMeTku QQP MoykeT TPUBOUTH K 3aBBILIEHUIO ero abCO/IOTHOTO 3HaUeHusl, HO TPeH/
pocTa C pa3MepoM Killla OT 3TOr0 He MeHsieTcs. [lanmbHeiiiias paboTa — TMpoBepKa Ha BTOPOM
JIOMeHe JJaHHBIX U cpaBHeHHe brute-force moucka ¢ nmpubmkeéHHBIM HHAeKCOM (HNSW/FAISS) 1o
JIAaTEHTHOCTU U TOUHOCTH.
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